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Abstract— Intelligent audio sensors that are continuously
recording and analyzing sounds are a critical component of
many emerging and future embedded applications. In these
applications, the power budget is very tight, of which the analog
front end consumes a major proportion. An efficient analog front
end should adapt its power consumption to the instantaneous
bandwidth of the audio signal of interest, instead of constantly
consuming a fixed amount of power that assumes a fixed signal
bandwidth. In this paper, we introduce a novel algorithm for
identifying the edges of speech in the time-frequency domain,
which is used to detect the instantaneous bandwidth of speech.
A circuit implementation of our algorithm consumes 42.4µW of
power and can extract the instantaneous bandwidth of a signal
within an accuracy of 1% even in SNR conditions as low as 10
dB.

I. INTRODUCTION

Intelligent audio sensors are a critical component of many
emerging and future embedded applications. For instance, an
intelligent audio sensor that is attached to a patient’s chest
can automatically detect abnormal sounds such as wheezes,
and provide non-invasive diagnoses of pulmonary disease [1].
In addition, an audio sensor can record and analyze the speech
pattern of an individual to reveal the onset of depression, post
traumatic stress disorder and the early stages of Parkinson’s
disease [2], [3], [4]. Automated speech monitoring can also
be used to remotely assess the cognitive performance of
warfighters and of astronauts [5], [6].

All of the above applications require audio sensors that are
continuously recording and analyzing sounds. This continuous
activity means that the sensors are always on and are always
consuming electric power. However, since the sensor must be
worn on a person’s body, any practical power source (for
example, a battery) must be small and unobtrusive, which
necessarily limits the sensor’s power supply. It is crucial that
the intelligent audio sensor use what little power it has as
efficiently as possible.

The two major consumers of power in an intelligent audio
sensor are the radio frequency (RF) circuitry and the analog
front end (AFE) [7]. The RF circuitry can be used sparingly
if the sensor performs local processing and does aggressive
data compression. The analog front end, on the other hand,
must always be kept on. So, without application-specific
optimizations, the intelligent audio sensor will suffer from the
AFE’s continuous draining of the power supply.
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Fig. 1. Proposed analog front end. The speech edge detector directly analyzes
the output of the microphone and scans it for the presence of speech. The
speech edge detector then adjusts the performance parameters (and hence
power consumption) of the circuitry to accommodate the highest detected
speech frequency. Among the parameters that can be adjusted are the noise
power spectral density of the preamplifier, the cutoff frequency of the filter,
and the sampling rate of the analog-to-digital converter.

The power consumption of an AFE is directly proportional
to its bandwidth and dynamic range, both of which must be
large enough to accommodate the audio signal. Even though
the audio signal of interest might have a fluctuating bandwidth
and dynamic range, a conventional AFE will maintain a
constant power consumption, kept at a level that is high enough
to accommodate the worst case scenario.

A more efficient AFE should adapt its power consumption to
the instantaneous characteristics of the audio signal, instead of
always assuming worst-case conditions. Various schemes have
been proposed for adapting the circuit’s power consumption to
the signal’s dynamic range [8], but none of these approaches
have considered bandwidth-dependent power adaptation1.

In most practical situations, the total bandwidth of the
auditory scene does not change. Rather, the bandwidth of the
audio signal of interest, e.g. speech, is in constant flux, Fig. 2.
To adapt its power consumption to the instantaneous speech
bandwidth, the AFE would have to reliably and efficiently
detect the edges of the speech in the time-frequency (TF)
plane, possibly in the presence of background noise, all while
operating in the analog domain, Fig. 2.

This paper introduces just such a hardware-efficient algo-

1This is true even for AFEs that use compressed sensing or asynchronous
ADCs, where, despite the sub-Nyquist rates, the system is still designed to
accommodate a fixed, worst-case signal bandwidth.



Fig. 3. Single channel for the speech edge detection algorithm. The Gm-C filter extracts the signal that is contained in a given frequency band. This signal is
then processed by a spike encoding circuit, which converts modulation information into a series of spikes. In the edge detection unit, a counter integrates the
spikes from this and neigbouring channels. Depending on the number of spikes present, the edge detection unit may register the presence of speech. Finally,
the bandwidth of the speech is output by the bandwith encoding unit.

Fig. 2. (a) Spectrogram of speech sample corrupted with background crowd
noises. (b) The instantaneous bandwidth of the speech sample varies with
time. Even though the maximum bandwidth is 4 kHz, the average bandwidth
of the speech is only 1 kHz. An analog front end that adapted its performance
to the instantaneous bandwidth of the speech would consume a fraction of
the power of a conventional, fixed-bandwidth solution.

rithm for robust speech edge detection.

II. BACKGROUND

Speech is composed of high energy acoustic components
that are sparsely distributed in the TF plane. The goal of a
speech detection algorithm is to identify these high energy
speech objects and to separate them from the ambient back-
ground.

The simplest algorithms depend solely on signal energy, but
they tend to miss all but the most prominent speech objects
and are useful only for high signal-to-noise ratio (SNR) situ-
ations [9]. More robust algorithms typically perform multiple
processing iterations on seconds-long speech samples, which

makes them unsuitable for real-time, low latency applications
[10].

Some biologically-inspired algorithms have been shown to
be both real-time and robust to noise [11]. Unfortunately, these
algorithms are based on models of the mammalian auditory
system that are computationally costly to implement [12], [13].

Our novel algorithm is also biologically-inspired, but it is
much less computationally intensive than those reported in
[12], [13].

III. ALGORITHM DESCRIPTION

Our algorithm is based on a time-frequency decomposition
that separates the audio signal into several frequency channels.
The information in each of these channels is then encoded as
a series of spikes. For a given channel, the density of spikes is
an encoding of the signal’s rate of change of energy; beyond
some baseline, a high spike density indicates an increasing
level of energy, and a low spike density indicates a decreasing
level of energy. Also, the timing of each spike is an encoding
of the signal’s phase information for that channel. The onset
of a speech object is characterized by a sudden and near-
simultaneous increase in acoustic energy across a number of
adjacent frequency channels. Our spike encoding represents
this event as a region of high spike density in the time-
frequency plane. The offset, or termination, of a speech object
is characterized by a sudden and near-simultaneous decrease
in acoustic energy across a number of frequency channels.
This event is represented by a region of low spike density
in the TF plane. So, to extract the edges of a speech object,
the algorithm simply performs a hysteretic thresholding of the
spike density.

A. Time-frequency decomposition

The first stage of the algorithm is a bank of bandpass filters,
which separates the audio signal into several frequency chan-
nels, thereby performing a time-frequency decomposition. The



center frequencies of the filters are distributed logarithmically
from 100 Hz to 4 kHz. We used the Gm-C filters depicted in
Fig. 3 for this stage. From simulation, a bank of 128 of these
filters implemented in a 0.5µm process consumes only 4µW.
The tradeoff of this low power consumption is that the filters’
SNR is limited to only 40 dB. However, as we will show in the
results section, the algorithm is able to track the instantaneous
bandwidth of speech in even lower SNR conditions.

B. Low cost spike encoding scheme

The output of each filter is processed by a spike encoding
block, shown in Fig. 3. A spike is generated every time the
input of this circuit exceeds the comparator threshold. When
a spike is generated, it activates the charge pump formed by
transistors Mb and Ms. This raises the voltage of the threshold
by a discrete amount. The threshold voltage then slowly decays
towards the input voltage via the low pass filter that is formed
by the Gms and Cs circuit. If the input exceeds the threshold,
then a spike is generated and the whole process repeats.

The spike train that is thus generated is an encoding of the
audio signal’s energy modulation at that particular frequency
channel. Specifically, the rate of spiking is proportional to the
rate of change of energy in input signal for the given frequency
channel. A high rate of spiking indicates an increasing amount
of energy; a low rate of spiking indicates a reducing amount,
and a baseline rate indicates a constant amount of energy.

C. Hysteretic thresholding of spike density

The edge detection and the bandwidth encoding blocks in
Fig. 3 are the final stages of the algorithm.

Each spike train is aggregated with the spike trains from
neighboring frequency channels and fed to a counter in the
edge detection block. The counter integrates the number of
spikes that occur within a 10 ms interval. If the number
of detected spikes exceeds a high threshold, then this is
recognized as the onset of a speech object. If the number
of detected spikes falls below a low threshold, then this is
recognized as the offset of a speech object.

The bandwidth encoding block processes the edge detection
decisions from all of the frequency channels. At any given
time, the instantaneous bandwidth of speech is determined
by identifying the highest frequency channel that contains a
speech object.

IV. RESULTS

A. Bandwidth extraction accuracy: chirp signals

We simulated the algorithm in MATLAB and tested its
performance on a chirp signal, which we slowly increased in
frequency from 100 Hz to 4 kHz. As Figs. 4 and 5 show, the
algorithm successfully extracted the instantaneous bandwidth
of the chirp, even when the chirp was buried in a significant
amount of noise. To quantify the algorithm’s accuracy, we
calculated a relative error term, given as

err =
fext − fact

fact
, (1)
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Fig. 4. (Top panel) Algorithm results for processing a chirp signal whose
frequency is swept from 100 Hz to 4 kHz. The algorithm is able to extract the
correct instantaneous frequency of the chirp signal, as evinced by the aligned
curves for chirp frequency and extracted frequency. (Bottom panel) The error
of the algorithm is primarily due to quantization noise. The output frequency
range of the algorithm is logarithmically divided into 128 discrete levels. The
ratio of adjacent levels is 103:100, hence the maximum relative error (which
is due to quantization) is 3%.

where fext is the extracted bandwidth, and fact is the actual
instantaneous bandwidth.

For a clean chirp signal, the average error of the algorithm
is 0.75%. The algorithm maintains an error of less than 1%
for SNR levels as low as 10 dB.

B. Bandwidth extraction accuracy: speech samples

We also tested the algorithm performance on actual speech
samples, taken from the TIMIT database. For each sample,
we first calculated the actual instantaneous bandwidth by
making use of statistical information about the speech sample
as a whole. We then analyzed the speech sample with our
algorithm to extract an estimated instantaneous bandwidth
(Figs. 6 and 7). Just as for the chirp signal, the accuracy of the
algorithm was defined by comparing the extracted bandwidth
to the actual bandwidth for each time point.

C. Speech retention rate

The analog front end of Fig. 1 will adjust its bandwidth
to accommodate the highest frequency speech content, as
determined by our proposed algorithm. If the algorithm un-
derestimates the bandwidth of the speech, then some amount
of speech energy will be lost, which could be detrimental to
the application as a whole. On the other hand, if the algorithm
overestimates the bandwidth of the speech, then power will be
wasted processing audio signals that are not actually relevant
to the application.

Algorithm parameters – like the the various time constants,
or the integrator’s spike number thresholds – can be tuned to
balance the tradeoff between power savings and speech loss.
The power saved by the AFE of Fig. 1 is inversely proportional
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Fig. 5. (Top panel) Algorithm results for processing a chirp signal whose
frequency is swept from 100 Hz to 4 kHz. Included in the signal is white
noise that has an average energy of −10dB relative to the chirp. Despite the
low SNR, the algorithm is largely able to extract the correct instantaneous
frequency of the chirp signal. There are, however, some spurious outputs that
are suffered. (Bottom panel) For the most part, the error of the algorithm is
primarily due to quantization noise. A couple of frequency points do produce
a large amount of error, due to the low SNR conditions.
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Fig. 6. Extracted bandwidth of a speech sample. The speech is a clean sample
from the TIMIT database. The inaccuracies in bandwidth extraction (observed,
e.g. at 2.5 seconds) are due to weak onset fronts in the high frequency speech
components.

to the average extracted bandwidth. For different parameter
settings, the algorithm produces different average extracted
bandwidths, and different rates of speech retention (Fig. 8).
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Fig. 7. Comparison between extracted and ideal bandwidth for a clean (60
dB SNR) speech sample from the TIMIT database. The errors in bandwidth
extraction are mostly over-estimations, rather than under-estimations. These
errors mean that speech energy will be retained, but also that more power
than necessary will be consumed to process non-speech signals.
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Fig. 8. Average extracted bandwidth versus speech loss. The x- axis is the
average of the extracted bandwidth, normalized to 4kHz. The speech energy
loss is relative to 1. Speech energy will be lost whenever the algorithm
underestimates the instantaneous bandwidth of the speech. However, the
algorithm is such that the least energetic components of speech are lost first.
So, even with a normalized bandwidth of 0.4, over 80% of the speech energy
is still retained.
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