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Abstract Nonlinear processing is often more suitable

than the traditional linear approach is for analyzing bio-

logical signals. Unfortunately, digital nonlinear operations

are computationaly expensive. In contrast, a large variety

of nonlinear operations can efficiently be implemented in

analog electronics, operating at real-time speeds. The low

level of accuracy generally associated with analog pro-

cessing is not a concern in this scenario, as biological

signals themselves typically have low signal-to-noise

ratios. One challenge of analog processing is in its appar-

ently-ad hoc design, and the fact that there is very little

wide-spread knowledge of systematically implementing

analog electronics to perform arbitrary nonlinear compu-

tations. Another issue is the integrity of the analog

components; the analog properties of electronic devices are

prone to a large amount of mismatch. In this paper, we

examine multiple-input translinear element (MITE) net-

works, a class of analog circuits that addresses the two

concerns of a structured synthesis procedure and compo-

nent mismatch. We test the ability of these MITE networks

for accurately realizing linear and nonlinear systems with

prescribed dynamics by attempting to implement the Lor-

enz equations. We will present the theoretical procedure,

address practical implementation issues, and then show

experimental results from a version of the circuit fabricated

in a 0.5 lm CMOS technology through MOSIS.

Keywords Analog nonlinear processing �
Translinear circuits � Lorenz system

1 Introduction

Processing biological signals with nonlinear operations is

often more effective and efficient than filtering them with

LTI systems. As the underlying biological mechanisms that

produce these signals are themselves nonlinear, the algo-

rithms that we use to manipulate them should ideally avoid

oversimplifying linearizations, which are detrimental in

terms of lost information [1].

The disadvantage of performing nonlinear processing on

a digital platform is that it is computationally intensive,

which translates to increased latency and higher power

consumption. It would be less costly to perform the pro-

cessing within a framework that more naturally lends itself

to nonlinear dynamics. Translinear analog signal process-

ing is one such framework.

Any nonlinear dynamics that fall within the wide class

of algebraic differential equations are inherently suited for

translinear system implementation. Also, these systems can

accomodate the large dynamic range that is common to

biological signals. Further, unlike most analog systems,

whose engineering is so experential as to be regarded as a

black art, translinear systems have highly-structured anal-

ysis and design methodologies. The formalized procedure

for their design has led to automation that is fast

approaching the sophistication seen in digital system

design [2].

In order to make them relevant to an integrated mixed-

signal system, translinear circuits must be implemented in

either a BiCMOS or CMOS process. In general, CMOS

processes are cheaper and so are more attractive.
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The disadvantage of CMOS translinear circuits is that they

use subthreshold-operation transistors, which are notori-

ously prone to mismatch. By far the most significant cause

of mismatch between subthreshold transistors is their

having unequal threshold voltages. To eliminate this

problem, we can use slightly-modified transistors known as

floating-gate MOSFETS (FGMOS), which feature elec-

tronically-tunable threshold voltages.

One family of translinear circuits that uses FGMOS was

introduced in [3]. In theory, these so-called multiple-input

translinear element (MITE) networks exhibit the beneficial

features of translinear circuits while achieving a high

degree of matching via the electronic tuning of FGMOS

threshold voltages. We have explored the suitability of

MITE networks for nonlinear signal processing by

attempting to implement a moderately complex nonlinear

system, namely the Lorenz equations.

While our choice of implementing the Lorenz equations

is in a sense arbitrary, it tests the MITE network paradigm

in ways that are pertinent to the issue of analog biological

signal processing. For one, the signals of the Lorenz

equations have a wide dynamic range, which is a hallmark

feature of biological signals. Further, as the Lorenz equa-

tions are a third-order system with a significant amount of

feedback, a stable MITE network implementation would

imply that it is robust to circuit parasitics. Finally, if a

MITE network were to exhibit the chaotic behavior of a

Lorenz system, then it would suggest that the FGMOS

devices are indeed a viable solution to the perrenial analog

problem of mismatch.

In this paper, we provide the implementation details of

realizing the Lorenz system as a MITE network. We

explain how to neatly and methodically address circuit-

level issues, as they have never before been tackled in a

working MITE circuit of the size and complexity of the

Lorenz system. In Sect. 3, we give a treatment of four-

quadrant processing. In Sect. 5, we explain how to deal

with the problem of finite dynamic range. We present a

scheme for reducing component count in Sect. 6, and one

for eliminating device mismatch in Sect. 7. Finally, in

Sect. 8, we present our experimental results from an i.c.

fabricated in a 0.5 lm technology from MOSIS.

2 Networks of multiple input translinear elements

We first introduced the MITE as a fundamental circuit

element in [3]. Figure 1(a) shows the MITE circuit symbol,

and Fig. 1(b) shows the most commonly used practical

implementation of the MITE. The pertinent quantities of a

MITE are its drain current Id and its terminal voltages

V1 … Vn. The function of the MITE is to maintain the

following relationships

Vfg ¼
Xn

j¼1

wjVj þ Q=CT; ð1Þ

and

Id ¼ Ioe�jVfg=UT ; ð2Þ

between its drain current and terminal voltages. Here, Vfg is

the floating-gate voltage, wj is the capacitive division of

voltage Vj, Q is the floating-gate charge, and CT is the total

capacitance seen at the floating-gate. Also, j is the body

effect coefficient, Io is a pre-exponential current term that

depends largely on device dimensions and doping

concentrations, and UT is the thermal voltage. The

summation in Eq. 1 is due to conservation of charge and

capacitive voltage division [4]. The exponential

relationship in Eq. 2 is characteristic both of forward-

biased bipolar junction transistors and of MOSFETs that

are in weak inversion. As Eqs. 1 and 2 show, a MITE

provides a log/antilog function, as well as weighted

summation. In [5], we showed how to build networks of

MITEs, which exploit these basic functions in order to

implement product-of-power-law functions, of the form

pðxÞ ¼
Yn

j¼1

x
bj

j ; bj 2 Q; ð3Þ

In fact, via Kirchhoff’s Current Law, it is trivial to

implement sums of product-of-power-law functions

pðxÞ ¼
XN

k¼1

Yn

j¼1

x
bj

j ; bj 2 Q; ð4Þ

which is a form of the translinear principle [6]. Mulder

et al. [7] described an even more general concept, the

dynamic translinear principle, which provides a systematic

method for implementing systems of ordinary differential

equations of the form
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Fig. 1 Multiple-input translinear element: a Circuit symbol and b
Practical implementation
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dxi

dt
¼ fiðxÞ; i ¼ 1; . . .; n ð5Þ

where x ¼ ½x1; x2; . . .; xn�T 2 Rn, and the general form of

fiðxÞ is

fiðxÞ ¼
XN

k¼1

Yn

j¼1

x
bj

j ; bj 2 Q: ð6Þ

We developed the theory for a MITE-based dynamic

translinear principle in [8], and demonstrated the

practicability of these dynamic MITE networks by

implementing LTI and adaptive filters with them [9, 10].

The dynamic translinear principle suggests that MITEs can

implement a very wide variety of dynamical systems. To

explore this claim, we have chosen to implement the

Lorenz system of equations. This system is the three-mode

truncation of an infinite set of solutions to a certain model

of fluid convection rolls [11], and is written as

_x ¼ rðy� xÞ
_y ¼ rx� y� xz

_z ¼ xy� bz;

ð7Þ

where x, y and z are state variables and r, r, b are

parameters.

3 Differential-mode representation

MITE networks compute in the current domain. Specifically,

each computational variable in a mathematical equation is

mapped to the drain current of a MITE, and that MITE’s

interactions with the rest of the network is such that its effect

on other MITEs’ drain currents, and their effect on its own

drain current, is a physical analog of the mathematical

relations that are embodied by the equation in question. The

drain current of a MITE is given as the exponential of a ratio

of voltages, Eq. 2. It is evident that the drain current must

always be positive. Therefore, in any equation that we

attempt to implement as a MITE network, each variable must

be one-sided; a single drain current cannot represent both

positive and negative values. The Lorenz system is not one-

sided, as its state-variables may take on positive and negative

values. We need to convert it to an equivalent system of

equations that does meet the restriction, in order to make it

implementable as a MITE network.

Our approach is to adopt a differential mode of opera-

tion, whereby each variable is represented as the difference

of two signals. For instance, we could write

x ¼ xþ � x�

y ¼ yþ � y�

z ¼ zþ � z�;

ð8Þ

where (x?, x-),(y?, y-),(z?, z-) are pairs of strictly posi-

tive, time-varying differential signals. This type of signal

representation has got the following advantages [12, 13].

Since neither signal in any of the differential pairs is ever

zero, there is no distortion to be caused by portions of the

circuit switching on and off. Also, as this representation

does not rely on fixed dc biasing, the circuit’s dynamic

range and power-efficiency are increased. Lastly, the

symmetry of differential processing renders the system

robust to common-mode noise as well as eliminates even-

order harmonic distortion.

We can differentiate Eq. 8 with respect to time to get

_x ¼ _xþ � _x�

_y ¼ _yþ � _y�

_z ¼ _zþ � _z�;

ð9Þ

and substitute into Eq. 7 to get

_xþ � _x� ¼ rðyþ � y� � xþ þ x�Þ
_yþ � _y� ¼ ðxþ � x�Þðr � zþ þ z�Þ � yþ þ y�

_zþ � _z� ¼ ðxþ � x�Þðyþ � y�Þ � bðzþ � z�Þ:
ð10Þ

Now, the goal is to replace the original three state

variables x, y, z of Eq. 7, with the six new ones, x?, x-,y?,

y-, z?, z-. There are only three equations in the original

system (Eq. 7), and so we must specify three more

equations in order to keep the problem well-constrained.

We chose to apply a geometric-mean constraint to each of

the differential signal pairs. The static geometric-mean

constraint for the x-pair of signals is

xþx� ¼ q2; ð11Þ

where q2 is a constant of our choosing. For an autonomous

system such as the Lorenz equations, it is necessary to use

the dynamic geometric-mean constraint [10, 14, 15]

d

dt
ðxþx�Þ ¼ q2 � xþx�; ð12Þ

where q2 is the constant to which we would like x?x- to

tend. Observe that Eq. 12 has a unique stable fixed point at

x?x- = q2. Hence, it is a more general form of the static

constraint. Our Lorenz implementation must use Eq. 12

instead of Eq. 11 because, as designers, we have got no

control over what the initial conditions of the system will

be, short of forcing them. It is therefore not valid to design

with the assumption that the static constraint holds, as this

would imply a particular set of initial conditions. On the

other hand, it is permissible to assume that the dynamic

constraint holds, because we are after all designing a

dynamical system, albeit not specifying its initial

conditions. We apply the product rule to the LHS of

Eq. 12 to get
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_xþx� þ xþ _x� ¼ q2 � xþx�

_xþ ¼ � xþ þ
q2

x�
� xþ _x�

x�
;

ð13Þ

which we can equate to Eq. 10 to get

f ð�Þ þ _x� ¼ � xþ þ
q2

x�
� xþ _x�

x�

_x�
x� þ xþ

x�

� �
¼ � xþ þ

q2

x�
� f ð�Þ

_x� ¼
x�

x� þ xþ
�xþ þ

q2

x�
� f ð�Þ

� �
;

where f ð�Þ is the RHS of the _x equation of Eq. 7. We can

obtain an equation for _xþ by following a parallel sequence

of steps, except that, we would substitute the expression for

_x� from Eq. 12 into Eq. 10. If we apply the same

geometric-mean constraint to the y- and z-pairs, then,

with analogous procedures, we can find expressions for all

of the other differential signals and replace Eq. 7 with

_xþ ¼
xþ

x� þ xþ
�x� þ

q2

xþ
þ f ð�Þ

� �

_x� ¼
x�

x� þ xþ
�xþ þ

q2

x�
� f ð�Þ

� �

_yþ ¼
yþ

y� þ yþ
�y� þ

q2

yþ
þ gð�Þ

� �

_y� ¼
y�

y� þ yþ
�yþ þ

q2

y�
� gð�Þ

� �

_zþ ¼
zþ

z� þ zþ
�z� þ

q2

zþ
þ hð�Þ

� �

_z� ¼
z�

z� þ zþ
�zþ þ

q2

z�
� hð�Þ

� �
;

ð14Þ

where f ð�Þ; gð�Þ and hð�Þ are respectively the RHS of the

_x; _y and _z equations in Eq. 7.

4 Dimensionalization

In order to realize the Lorenz equations in analog hard-

ware, we must go through a process of dimensionalization,

whereby dimensionless terms, such as r,r,b, are each

defined as a ratio of two currents. For example, we write

r = Ir/I1, where I1 is a (constant) unit current, and Ir is the

current signal that represents the r parameter. We will

represent each variable or parameter as the ratio of a cor-

responding signal current to the unit current. For

completeness, Table 1 lists all of the current signals that

we will use.

The dimensionalized form of Eq. 14 is

s
dIxþ

dt
¼ Ixþ

Ixþ þ Ix�

�Ix� þ
I2
q

Ixþ

þ f �ð Þ
 !

s
dIx�

dt
¼ Ix�

Ixþ þ Ix�

�Ixþ þ
I2
q

Ix�

� f �ð Þ
 !

s
dIyþ

dt
¼ Iyþ

Iyþ þ Iy�

�Iy� þ
I2
q

Iyþ

þ g �ð Þ
 !

s
dIy�

dt
¼ Iy�

Iyþ þ Iy�

�Iyþ þ
I2
q

Iy�

� g �ð Þ
 !

s
dIzþ

dt
¼ Izþ

Izþ þ Iz�

�Iz� þ
I2
q

Izþ

þ h �ð Þ
 !

s
dIz�

dt
¼ Iz�

Izþ þ Iz�

�Izþ þ
I2
q

Iz�

� h �ð Þ
 !

:

ð15Þ

We can write the time-derivative of a MITE’s drain

current as

s
dId

dt
¼ s

oId

oVj

dVj

dt

¼ � sjwj

CUT

� Id �
CdVj

dt

¼ � IdIC

Is
;

ð16Þ

where Is ¼ CUT=jswj and IC is the current through an

integrating capacitor that is connected to the appropriate

control-gate. We provide more thorough discussions about

MITE integrators in previous publications [8, 10].

Applying Eq. 16 to Eq. 15 gives us

Table 1 Current signal

representations
Dimensionless

term

Current

ratio

x? Ix?/I1

x- Ix-/I1

y? Iy?/I1

y- Iy-/I1

z? Iz?/I1

z- Iz-/I1

r Ir/I1

r Ir/I1

b Ib/I1

q Iq/I1

s Is/I1

S IS/I1
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ICxþ ¼
Is

Ixþ þ Ix�

Ix� �
I2
q

Ixþ

� f �ð Þ
 !

ICx� ¼
Is

Ixþ þ Ix�

Ixþ �
I2
q

Ix�

þ f �ð Þ
 !

ICyþ ¼
Is

Iyþ þ Iy�

Iy� �
I2
q

Iyþ

� g �ð Þ
 !

ICy� ¼
Is

Iyþ þ Iy�

Iyþ �
I2
q

Iy�

þ g �ð Þ
 !

ICzþ ¼
Is

Izþ þ Iz�

Iz� �
I2
q

Izþ

� h �ð Þ
 !

ICz� ¼
Is

Izþ þ Iz�

Izþ �
I2
q

Iz�

þ h �ð Þ
 !

:

ð17Þ

Recall that f ð�Þ, gð�Þ and hð�Þ are the polynomials that

are equal to the time-derivatives of the Lorenz system’s

state variables, x, y and z, respectively. Accordingly, we

can regard Eq. 17 as a system of sums of product-of-

power-law equations, which is precisely what a MITE

network implements.

5 Scaling

The proper functioning of a MITE network depends on

accurately maintaining Eqs. 1 and 2 for each MITE. Our

actual MITE implementation uses a MOS transistor in

saturation, whose behavior is well described by the Enz-

Krummenacher-Vittoz (EKV) model [16] as

Id ¼
W

L
Is log2 1þ eðjðVT�VfgÞþVSÞ=2UT

� �
; ð18Þ

where Is is approximately twice the channel current of a

device with unit W/L ratio operating at threshold, and W

and L are the width and length, respectively, of the device.

VT is the threshold voltage, and VS is the source voltage of

the floating-gate MOS. Figure 2 shows the corresponding

experimental data, illustrating that a MOS achieves the

idealized exponential relationship between gate–voltage

and drain–current (Eq. 2) only for a certain region of

operation. This region of interest is known as weak

inversion and it is typically taken to extend to currents

up to an order of magnitude below Is �W=L. We shall take

the definition of threshold voltage to be the gate voltage at

which the exponential fit differs from the measured data by

a factor of 2. The EKV model predicts the current at this

gate voltage is

IT ¼ Is log2 2 ð19Þ
� Is=2; ð20Þ

where the currents have been normalized by the W/L ratio.

The data in Fig. 2 gives a value of Is ¼ 74:9 nA. Since we

used W/L = 30, we place the maximum drain current at

which the transistor is still in weak inversion at 224.7 nA.

The signal level is bounded from below too, by the

leakage current of the transistors. Empirical results placed

the value of the leakage current on the order of tens of pA.

We will therefore limit our smallest signal value to be

about 100 pA. Thus, the dynamic range of a single MITE is

about three orders of magnitude. So as to maximize the

signal-to-noise ratio, we would like to process signals that

are as large as possible. On the other hand, we must limit

the size of the current signals in order to reduce the dis-

tortion caused by operating the MOS transistors out of the

weak inversion region. What we need is a controlling

parameter that allows for the tunable scaling of the signals.

To do this, we apply the substitutions in Table 2 to Eq. 7 to

get

_X=S ¼RðY � XÞ=S2

_Y=S ¼RX=S2 � Y=S� XZ=S2

_Z=S ¼XY=S2 � BZ=S2;

ð21Þ

where S is a scaling term. Multiplying both sides by S2, the

equation becomes

S _X ¼RðY � XÞ
S _Y ¼RX � SY � XZ

S _Z ¼XY � BZ:

ð22Þ

We can redefine the characteristic time scale so that it

absorbs the S on the LHS, and we are left with
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Fig. 2 MOS current–voltage characteristic. The upper panel com-

pares measured data with the exponential fit. Threshold is defined as

the gate–voltage at which the exponential fit differs from the

measured data by a factor of 2. The bottom panel shows that this

occurs at VT = 2.08 V. We extract a value of Is from the

corresponding threshold current, and define the upper limit of the

weak inversion region as Is/10
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_X ¼RðY � XÞ
_Y ¼RX � SY � XZ

_Z ¼XY � BZ:

ð23Þ

For ease of notation, we will just revert to the old,

lower-case terms, but we must remember that the original

gð�Þ function is replaced by

gðx; y; zÞ ¼ rx� Sy� xz:

In the MITE network, S will be implemented as S = IS/

I1 (see Table 1). The control current IS presents an extra

knob by which we can easily adjust the swings of the signal

currents to fit our three-decade dynamic range.

6 Consolidation

Consider the x-subsystem, given by the ICx? and ICx-

equations of Eq. 17. Expanding the RHS yields

ICxþ ¼
IsIx�

Ixþ þ Ix�

�
IsI

2
q

IxþðIxþ þ Ix�Þ

þ IsIRIy�

I1ðIxþ þ Ix�Þ
� IsIRIyþ

I1ðIxþ þ Ix�Þ

þ IsIRIxþ

I1ðIxþ þ Ix�Þ
� IsIRIx�

I1ðIxþ þ Ix�Þ

ICx� ¼
IsIxþ

Ixþ þ Ix�

�
IsI

2
q

Ix�ðIxþ þ Ix�Þ

þ IsIRIyþ

I1ðIxþ þ Ix�Þ
� IsIRIy�

I1ðIxþ þ Ix�Þ

þ IsIRIx�

I1ðIxþ þ Ix�Þ
� IsIRIxþ

I1ðIxþ þ Ix�Þ
:

ð24Þ

Via the Construction Theorem [5], we can implement

Eq. 23 by first designing a separate MITE network for each

of the twelve monomials that appear in the RHS. Then, we

can achieve the appropriate summations and subtractions

by applying KCL to the MITE networks’ output currents.

A more elegant approach takes into consideration the

fact that there are a lot of common factors in Eq. 23. For

instance, the factor Is=ðIxþ þ Ix�Þ appears in all of the

monomial functions that occur in the ICx? equation.

Moreover, it also appears in the ICx� equation. (Similar

statements are true for ICyþ ; ICy� and ICzþ ; ICz� .) If we

designed a separate MITE network for each monomial that

contained the factor Is=ðIxþ þ Ix�Þ, then, for each network,

there would be one particular MITE—call it MC—whose

drain current is proportional to the ratio Is/(Ix_? ? Ix_).

Further, we could arrange that all of the MCs are equiva-

lent, in the sense that they each pass the same current, and

that they all have the same values of control-gate voltages.

In such a situation, we can apply the idea of consolidation

[5] to the networks, meaning that we have all of the MITE

networks share a common MC. If we factorize Eq. 23,

obtaining

ICxþ ¼
Is
Ixs|{z}
T1

Ix� þ
I2
q

Ixþ

� IR
I1|{z}
T2

Iyþ � Iy� þ Ix� � Ixþ

� �

|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
T3

0

BBBBBBB@

1

CCCCCCCA

ICx� ¼
Is
Ixs|{z}
T1

Ixþ þ
I2
q

Ix�

þ IR
I1|{z}
T2

Iyþ � Iy� þ Ix� � Ixþ

� �

|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
T3

0
BBBBBBB@

1
CCCCCCCA

;

ð25Þ

(where we have defined Ixs ¼ Ixþ þ Ix�), we can appreciate

just how far the idea of consolidation is applicable. The

terms T1, T2, T3 need only be implemented by one MITE

network each; the output of each of these networks will be

shared between several other networks. For instance, the

output of the network that implements the term T1 will be

shared by all of the MITE networks in the x-subsystem.

The y- and z-subsystems, too, benefit from consolida-

tion, as the ICyþ ; ICy� and ICzþ ; ICz� equations also have

repeated factors. The advantage of consolidating is that it

yields a smaller circuit than what an unconsolidated design

would have achieved. Figure 3 is a circuit schematic of the

x-subsystem, with some of the consolidated blocks

highlighted.

7 Eliminating device mismatch using floating-gate

programming

The Construction Theorem relies on the assumption that

the MITEs in a network all have identical values of Io and

Q/CT (see Eqs. 1 and 2). It may be possible to equalize the

amount of charge, Q, using techniques such as ultraviolet

radiation or poly-metal contacts [17]. However, nonideal-

ities in the manufacturing process mean that each MITE

Table 2 Rescaling

substitutions
Scaled term Substitution

X x � S
Y y � S
Z z � S
R R � S
R r � S
B b � S
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has a slightly different value of Is, a problem that neither

ultraviolet erasure nor the method described in [17]

addresses. Therefore, we do not employ charge equaliza-

tion, which means that each MITE ends up with an

arbitrary value of Q. Suppose that the MITEs are intended

to have Io with a nominal value of ~Io. Nonidealities in

fabrication will cause the kth MITE’s Io to differ from the

nominal value by a factor of ak. Similarly, if ~Q is some

nominal amount of charge that we would like to have on

each floating-gate, then, at the end of fabrication, we will

find that the kth MITE has a charge that differs from this

amount by qk. Accounting for these deviations from ide-

ality, we write the drain current of the kth MITE as

Id ¼ ak
~Ioe�jVk=UT e�jVfg=UT ; ð26Þ

where we have defined Vk = qk/CT. Now, suppose we had

a mechanism by which we could precisely control the value

of the charge qk. Then, if, for each MITE, we chose

qk ¼ �CTUT logðakÞ, Eq. 25 would become

Id ¼ ~Ioe�jVfg=UT ; ð27Þ

which is the nominally desired equation.

Because the floating gate of a MITE is completely sur-

rounded by silicon dioxide, which is an excellent insulator,

any charge stored on the floating gate is retained essentially

permanently under normal operation. However, we can

remove electrons from and add electrons to the floating gate

using Fowler–Nordheim tunnelling and hot-electron injec-

tion, respectively [18]. In Fowler–Nordheim tunnelling, we

apply a large voltage across the oxide, which reduces the

effective thickness of the energy barrier seen by electrons

on the floating gate and increases exponentially the proba-

bility that they will tunnel through the oxide and be

collected by the tunneling electrode. In hot-electron injec-

tion, holes in the channel of the pMOS transistor are

accelerated in the depletion region at the drain end of the

channel so that some of them impact ionize, creating an

additional electron-hole pair. The hole is collected by the

drain and the electron accelerates back toward the channel.

Most of these electrons will be collected by the substrate,

but a small fraction will be injected onto the floating gate.

By using these complementary processes in a controlled

manner, we can program the charge on the floating gate of

each MITE to compensate for device mismatch and to

optimize their bias point for low-voltage operation. The

main steps of the programming procedure that we

employed are as follows. We apply a high voltage to the

tunnelling capacitor of all MITEs in the circuit, until their

drain current is negligibly small, for all values of control-

gate voltages. The tunnelling step acts as a global-erase.

Next, for each MITE, we increase the drain-channel

voltage until injection begins. We continue injecting

Iτ Ixs Iq
In8 Iq Ix+ Iσ I1 Imx- In2 Iy+

In3

V0 V0 V0 V0 V0 V0

Imx+

V0

In6

Imx+
In4

V0 V0

Iy-
In5

V0 V0

I n7 I q I x-

V0

Vxs

Vxs

Vq

Vq

I mx-

V0

In1

Vj

Vj

Vk

Vk

T1 T2

Vncas

≡

Vpcas

≡
Vncas

≡

Fig. 3 Circuit schematic of the x-subsystem. The dashed boxes

labeled T1 and T2 highlight the consolidated, or shared, parts of the

circuit. The nodes labelled Vk, Vj, etc. in the top half of the circuit

diagram are connected to the nodes labeled Vk, Vrm j, etc. in the

bottom half. Explicit wiring has been omitted to avoid clutter. The

inset at the bottom right corner provides a bit more detail about the

parts of the circuit: each MITE is implemented as a floating-gate

pMOS and a cascode pMOS; the current sources are each imple-

mented as a cascoded nMOS, and the current mirrors are wide-swing

cascode current mirrors
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electrons onto the floating-gate of the MITE until, for a

specific set of control-gate voltages, that MITE passes a

target drain current. The programming procedure requires

individual access to the FGMOS transistor drains, and

simultaneous access to the tunnelling capacitors, as well as

to the control-gates. Figure 5 shows the extra circuitry that

is required for floating-gate programming. First of all, we

augment each MITE’s set of control-gates with a tunnelling

capacitor. The tunnelling capacitors in the circuit are all

tied to one tunnelling line. The drain of each MITE has a

transmission gate switch, which, when activated, ties all of

the MITE drains to a common CGBus line. The construc-

tion and biasing of MITE networks is such that the control-

gate voltages of each MITE are determined by some diode

connections in the network (see Completion Theorem in

[5]). So, having access to all of the MITE drains, which

implies having access to all of the diode connections,

means that we have access to all of the control-gate volt-

ages in the network. The drain of each FGMOS transistor

has a transmission gate switch, which, when activated, ties

it to the DBus line. We can selectively connect an FGMOS

transistor drain to the DBus line by using a shift-register.

To choose among n FGMOS transistors, we build an n-bit

shift-register, and connect the outputs of the ith flip-flop to

the drain switch of the ith FGMOS transistor. By inputting

the appropriate bit-string into the shift-register, we can

select any combination of the FGMOS transistor drains to

be connected to the DBus line. The ith bit of the shift-

register is shown in Fig. 5. Note also that, during pro-

gramming, we apply VDD to Vc, effectively shutting off the

cascode transistor. All of the current that flows through the

DBus line is then supplied solely by the FGMOS’s drain.

8 Experimental verification and results

Our Lorenz implementation was fabricated in a 0.5 lm

CMOS process available through MOSIS. The bounding

box around the circuit, which is depicted in Fig. 6, is

0.7 mm2. The actual chip, minus the amplifiers and extra

circuitry necessary for collecting data, runs on a single-

ended 3 V supply, and dissipates less than 20 mW of

power.

Because MITE networks are current-mode circuits, the

outputs of the circuit were converted to voltages, via

external transimpedance amplifiers, for them to be mea-

surable by a TDS3014B oscilloscope. The transimpedance

amplifier that we built is shown in Fig. 7. The AD830 is a

video difference amplifier, and the LMC6484 is an oper-

ational amplifier. The resistor has a resistance value of

10 MX. The governing equations for the transimpedance

amplifier are

Va ¼ Vin � IinR ð28Þ
¼ Vclamp � IinR; ð29Þ

and

Vtun Vfg

Ec

Ec

Fig. 4 A floating-gate

MOSFET. The band diagram

illustrates how the energy

barrier created by the oxide of

the capacitor appears thinner

with a sufficiently large value of

Vtun

clk

Qi-1

Q’i-1

Qi

Q’i

notProgram

Program

CGBus

DBus

Vc

tunnel

FGMOS

 cascode

Fig. 5 Circuitry for floating-gate programming

Fig. 6 Micrograph of Lorenz

system
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Vout ¼ Vclamp � Va ð30Þ

¼ IinR; ð31Þ

where we have assumed sufficiently large amplifier gains.

Iin is the drain current of an on-chip output nMOS. Vout

is connected to an oscilloscope probe. The LMC6484

clamps Vin to Vclamp and converts Iin to a linearly propor-

tional voltage, Va. Since Iin is the drain current of an nMOS

transistor, we set Vclamp = VDD. The AD830 removes the

Vclamp offset from Va and delivers Vout to the oscilloscope

as a ground-referenced signal. This way, we take advantage

of the oscilloscope’s having higher resolution at low input

voltages.

There were only four channels available on the oscil-

loscope, and so we were unable to simultaneously capture

all six differential signals. The results of the first experi-

ment are shown in Fig. 8, and depict the bifurcation that

occurs between the origin and a point that we will call C1

for low values of the Rayleigh number, r. As the simulation

shows, a trajectory with a fixed initial point is attracted to

the x = 0 for r less than a critical value (in fact, the

attracting point is the origin, [19]). For r greater than the

critical value, the trajectory is attracted to some other point,

C1, for which x \ 0. There is actually another, symmetri-

cally-located fixed point, C2 (not shown), that co-exists

with C1. A pitchfork bifurcation creates the C1, C2 pair, and

transfers the stability of the origin to them [19]. To vary the

r parameter experimentally, we can vary the gate-voltage,

Vr, of the current-source nMOS that is supplying Ir. Note

that Vr represents a log-compressed version of the current,

and so we do not in effect have very good control over the

value of Ir. Still, the experimental results, Fig. 8b, show

that the Lorenz implementation has the same qualitative

behavior.

As r is increased, a series of other bifurcations occur,

during which the C1, C2 become non-stable, until, finally,

the Lorenz system exhibits chaos. We plot the time series

graph of the positive signals, Ixþ ; Iyþ ; Izþ in Fig. 9. The

graph shows that each signal oscillates on the positive and

negative side, and, at least for the window of time that we

observe, there is no discernible periodicity.

Our measurements suffered from the additional pin

parasitics of the extra IC’s that make up the transimped-

ance amplifiers, as well as from large area wire loops

between the test circuit and the amplifiers. If we were to

integrate the transimpedance amplifiers on chip, we would

probably eliminate the noise that is superimposed on the

waveforms shown in Fig. 9. The trajectory of Fig. 9 has

got a correlation dimension [20] given by Fig. 10 as

Dc � 2:06, which matches closely the value of 2.05 that is

typically cited in the literature for the Lorenz system.

Vout

IAD830

LMC6484

Vclamp

R
Va Vin in

Fig. 7 Off-chip transimpedance amplifier using discrete parts
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Figure 11 is a projection of the trajectory onto the x–z

plane, and it depicts the familiar butterfly-wings of the

Lorenz attractor.

The highest frequency content of the circuit is on the

order of 10 kHz. Figure 12 depicts the averaged power

spectrum chaotic signal. The frequency of the circuit is

primarily limited by the particular implementation of

MITEs that we used, which operate on low, subthreshold

currents. We have proposed various alternatives to this

conventional MITE implementation, two of which allow

for the use of bipolar junction transistors (BJTs) in place of

subthreshold MOSFETs [3, 21]. BJTs permit operation of

the circuit at currents that are much higher than sub-

threshold, thus yielding higher bandwidths. Using standard

CMOS technology, we can implement a type of BJT

known as the complementary lateral bipolar transistor [22],

which should allow us to scale the frequency of the circuit

at least into the MHz range. In a BiCMOS process with one

flavor of SiGe HBTs, there is no reason that the circuit

should not go into the 100 s of MHz–GHz range.

9 Conclusions

In this paper, we have discussed the implementation details

of a MITE network-based monolithic implementation of

the Lorenz equations. We have verified that the resulting

analog circuit is a functional representation of the Lorenz

equations. Our findings illustrate that the MITE synthesis

methodology may indeed be a suitable framework for

implementing analog nonlinear processing systems.
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