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1 Introduction

In hearing aids, noise suppression algorithms that rely on spatial cues tend
to improve the intelligibility of speech in noisy environments [1], [2], [3], [4].
Unfortunately, the location of target and noise sources can change rapidly
in a natural, everyday acoustic environment. In fact, depending on what the
listener is attending to, one source may be considered noise in one instant,
and then considered the target in another instant. Adaptive filtering attempts
to track the target source, but it is successful only under a set of simplifying
constraints [5], [6]. It is much more effective to allow the user to determine
the direction from which the target sound is coming.

A rudimentary way of doing this is for the algorithm to assume that the
user’s “look” or forward direction is also the direction from which the target
sound is coming. In complex auditory environments, this scheme breaks down,
and it is desirable for the user to have a wider and finer control of the direc-
tion of the target sound [7], [8]. Some hearing aid companies have addressed
this problem by introducing a hand-operated controller. Unfortunately, such
a solution increases the complication and obtrusiveness of the hearing aid,
going against users’ desire for a “wear and forget” device that requires no
explicit operation [9]. In addition, use of a hand-operated controller may be
encumbered by the user’s having to hold or manipulate other objects [10],
[11], [12].

The brain-computer interface (BCI) has been proposed as a means of un-
obtrusive human-computer interaction [13], [14], [15], [16], [17]. However, pre-
vious reported auditory-based BCIs, as would be used in a hearing aid appli-
cation, have either relied on preset, dichotic pairs of stimuli [18], or have used
simple, closed sets of stimuli [19], [20], [21]. These previous systems would not
be suitable for a natural and uncontrolled listening situation.

In this chapter, we explore the feasiblity of controlling a hearing aid with
a BCI that is based on auditory-evoked electroencephalography (EEG) re-
sponses to an open set of natural auditory stimuli, as would be encountered,
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for example, in a busy restaurant. To address practical concerns about the
size and latency of the BCI, we also examine the performance implications of
using single-channel EEG, semi-dry electrodes and also single trial detection
of the EEG signal. Section 2 presents an overview of the system, and Section 3
describes our strategy for processing and analyzing the user’s neural signals.
We present and discuss preliminary experimental results in Sections 4 and 5.

2 System Overview

Figure 1 is a high-level diagram of the proposed system for hybrid brain-
machine auditory scene analysis. It consists of a microphone array for sensing
the auditory environment, scalp electrodes for measuring the user’s electroen-
cephalography (EEG) signals, as well as computational units (a beamsteerer,
a binary mask algorithm implementation and a P300 detector) for processing
the audio and EEG signals. When performing noise suppression, the system
operates in either a scanning mode or a locked mode, depending on the cog-
nitive state of the user.

Fig. 1. Diagram showing the top level of the BCI system. Auditory scene infor-
mation is input to the beamsteering unit. This unit takes as a second input the
direction a user wishes to focus on, as obtained from the EEG analysis and P300
detection unit. The processed output of the beamsteerer/binary mask algorithm is
then what the user hears through the device.

In the scanning mode, the beamsteerer sweeps the direction of focus of the
spatial filter’s main lobe. If the incident angles of the primary sound sources
are at least 30o apart, then the beamsteerer in combination with the binary
masking algorithm is able to isolate the sound that is coming from different
directions in the auditory environment in turn [22], playing it to the user
via the hearing aid’s loudspeaker. So, the hearing aid will effectively present
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interleaved, or non-overlapping speech to the user. (Note: any sound that
bypasses the hearing aid molding and directly enters the user’s ear canal will
result in some level of overlapping speech, an effect that we did not model in
our current experiments.)

For each direction of focus, the user’s EEG signal is measured and analyzed
for the presence of a P300 response. This is an involuntary and automatic
neurological response to an anticipated stimulus. As shown in Fig. 2, the
user’s EEG will exhibit a P300 response when he hears a sound that he wants
to pay attention to (this is the user’s “target” stimulus). On the other hand,
a sound that the user is not interested in listening to – known as a “standard
stimulus” – will not elicit a P300 response. P300 habituation should not be a
concern, because the stimuli presented to the user depends on the real-time
auditory environment, which is constantly changing [23].

0 500 1000
−5

0

5

10

time (ms)

am
pl

itu
de

 (
A

.U
.)

 

 

0 500 1000
−5

0

5

10

time (ms)

am
pl

itu
de

 (
A

.U
.)

 

 

0 500 1000
−5

0

5

10

time (ms)

am
pl

itu
de

 (
A

.U
.)

 

 

0 500 1000
−5

0

5

10

time (ms)

am
pl

itu
de

 (
A

.U
.)

 

 

std (m)

tgt (m)std (f)

tgt (f)

Fig. 2. Plots showing the averaged EEG response for four different stimulus con-
ditions measured at the af4 electrode after artifact rejection and filtering. In the
top row, the target stimulus was a female voice, while in the bottom row, the target
stimulus was a male voice. Presentation of the target stimulus elicits a P300 response
in both cases. In addition, a P300 subcomponent appears in response to standard
stimuli, but the latency and amplitude of this response are clearly distinguishable
from those exhibited by the target condition P300.
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If the auditory scan results in a P300 response, the system enters the
locked mode. Now, the beamsteerer remains trained on the direction of fo-
cus that elicited the P300 signal, and the binary mask algorithm isolates the
corresponding target sound, exclusively playing this to the user via the loud-
speaker (a potential improvement on this proposed locked mode would involve
sound source tracking, in case the target were to move relative to the user).
During the locked mode, the user’s EEG signal is continually measured and
analyzed. Some indication from the EEG (e.g. increased cognitive load, or
reduced correlation between the EEG response and the presented sound [24],
[25], [26]) would cause the system to unlock and begin scanning the auditory
environment again.

3 P300 Detection

The P300 detection algorithm is based on machine learning and classification
methods, which are robust to the low signal-to-noise ratio (SNR) that is typ-
ical of scalp EEG [14]. The main tasks involved in P300 detection are signal
preprocessing, feature extraction and classification. There is also an offline
training step. Following are the details of each of these tasks.

3.1 Preprocessing

Artifact rejection

Artifacts in the EEG signal are produced by changes in electrode contact
impedance, as well as by eye blinks and other user movements. To avoid
potential errors in P300 detection, the system performs some simple tests to
detect and discard any EEG data that might contain these contaminating
signals.

Large-amplitude artifacts, due for example to eye blinks, are detected by
comparing the measured signal to a set threshold. Any EEG signal that ex-
ceeds this threshold is considered to contain artifacts and is discarded. Some
artifacts do not cause large-amplitude disturbances, but might otherwise pro-
duce abnormal EEG signals. These are identified as those that have a mean
and variance that is outside the 2 to 92 percentile range of all other readings
made under the same stimulus conditions.

Bandpass filtering

The P300 comprises multiple frequency components in the delta (1.5-4 Hz),
theta (4-7.5 Hz), and alpha (7.5-12.5 Hz) bands. To retain as much of the P300
signal while suppressing any potential interference due to slow DC drifts or
unrelated alpha band activity, the EEG data is band-pass filtered with a pass
band of 0.8 Hz to 6 Hz. The filter is implemented as a linear phase FIR filter,
in order to preserve the shape of the EEG response, and to allow for accurate
time alignment with the audio stimulus.
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Normalization

Our preliminary experiments have shown some variation in absolute P300
amplitude over time. However, for a given scanning period, the ratio of target
P300 amplitude to that of non-target EEG signal remains fairly constant.
Normalizing the EEG signal allows the system to be sensitive to relative,
rather than absolute, changes in amplitude. The normalized EEG signal, xi,
is computed as

xi =
zi − zn ̸=i

σi
, (1)

where zi is the raw EEG “epoch” that is recorded simultaneously as the ith

stimulus of a scan period is played. Also, zn ̸=i is the average of all epochs
(except the ith one) corresponding to the other stimuli that were presented
during the same scan period. Finally, σi is the standard deviation of the zi
signal.

3.2 Feature extraction

For each stimulus presentation, the simulataneously-measured epoch of EEG
data is preprocessed, anti-aliased and down-sampled from 128 Hz to a rate of
32 Hz. This produces n × 32 data points for an n-channel EEG device, but
the system selects only 10 specific data points as features for the classifier.

Each EEG epochs is labelled according to the stimulus that produced it
. Separation analysis is performed using the coefficient of determination, r2

[27], computed from the labelled EEG epochs as

r2 =
cov(x, y)2

var(x)var(y)
, (2)

where x is the value at an EEG data point, and y ∈ (0, 1) is the class label of
the EEG epoch (‘0’ denotes “produced by standard stimulus”, and ‘1’ denotes
“produced by target stimulus”). Figure 3 shows a typical plot of r2 coefficients
that we generated. Feature selection is done by identifying the N electrode
channels that produced the N largest r2 values, and then selecting the 10/N
strongest features from each of those channels. In our experiments, we chose
N = 5 and N = 1.

3.3 Classification

A linear support vector machine (SVM) is trained with training data, and
then subsequently used to classify each newly-extracted EEG feature vector
as being either in the target or standard class. Linear SVMs have been shown
to provide good performance in similar applications [28], [29], and they are
readily implementable on embedded platforms [30], [31].
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Fig. 3. Feature extraction plot generated for data obtained from a binary choice
P300 classification experiment. Note, the P300 location is at approximately 400 ms.
The color scale corresponds to the r2 coefficient value.

4 Experiments

4.1 Overview

Equipment

We played auditory stimuli via earbud headphones and used the Emotiv
EPOC headset (Emotiv Systems Inc., San Francisco, CA) to measure scalp
EEG data. The EPOC headset is wireless and uses damp felt pad electrodes,
which is close to the type of wearable, dry electrode EEG system that we envi-
sion for our application. The EPOC headset is a 16 electrode channel system,
with a sampling rate of 128 Hz per channel, at 14 bits per sample. The active
electrodes cover positions af3/af4, f3/f4, f7/f8, fc5/fc6, t7/t8, p3/p4,
p7/p8, o1/o2 of the 10-10 positioning system, with one reference electrode
behind each ear (see Fig. 4).

A Dell workstation (Dell Inc., Round Rock, TX), running MATLAB Ver-
sion 7.14 (The MathWorks Inc., Natick, MA) and the BCI2000 toolbox [27],
was used for central control, producing audio stimulus signals, and performing
EEG signal processing.

Method

Two separate signal streams were output simultaneously from each of the
stereo line out channels of the computer’s sound card.
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Fig. 4. Figure modified from [32], showing the standard electrode locations for the
Emotiv Epoc headset. Signal electrodes are red, and reference electrodes are blue.
The primary reference electrode locations are p3 and p4, but these can be used as
signal electrodes, in which case the alternate reference electrode locations are over
the mastoid process behind the ears (m1 and m2).

One stream was the audio stimulus that was played binaurally to the user
via the headphones. The specific content of the audio stimulus stream differed
for the different experiments, but in general, it consisted of a continuous signal
that alternated between the target and the standard stimulus. The target
stimulus was the voice that the subject was asked to attend to, while the
standard stimulus was a different voice. To ensure attentiveness, the subject
was asked to keep a count of how many times he heard the target stimulus.
If the subject’s total count of target stimulus presentations was off by more
than 10%, then the EEG data for that session was discarded.

The second signal stream was a sinusoidal control signal that was part of
the experimental measurement setup and was inaudible to the user. The pur-
pose of the control signal was to label the audio stimulus. Each speaker was
assigned a different label, which was encoded as the amplitude of the control
signal; when there was no audio stimulus, the amplitude of the control signal
was zero (please see Fig. 6). The control signal allowed for easy separation of
stimulus onsets during post-processing analysis. After being output simulta-
neously with the audio stimulus stream, the control signal was input back to
the sound card via the line-in port. It was time-aligned, recorded and saved
simultaneously with the subject’s scalp EEG. Using the information from the
control signal, the EEG recording was parsed and labelled into target epochs
and standard epochs.

After preprocessing and feature extraction, arbitrarily-selected instances
of the standard-class feature vectors were discarded, so that there was an
equal number of standard- and target-class instances. This balanced set of
remaining feature vectors was used for leave-one-out cross validation of the
linear SVM classifier. For each cross validation iteration, the receiver operator
characteristic (ROC) was generated by varying the threshold used to separate
the two classes from −1 to 1 (see, for example, Fig. 5). The performance of
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the classifier was measured as the area under the ROC (AUROC), averaged
over all of the cross validation iterations.

Subjects

One healthy subject participated voluntarily and with informed consent in the
study. The subject was of normal hearing and had no neurological problems.
The subject had no prior experience with brain computer interfaces.
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Fig. 5. A typical ROC curve that was generated by our SVM classifier. In this work,
we use the area under the ROC (AUROC) as a measure of the classifier’s accuracy.
For a perfect classifier, AUROC= 1, while AUROC= 0.5 corresponds to random
chance.

4.2 Experiment 1: Two-speaker/same word discrimination

In this experiment, we studied whether or not it was possible to generate
a P300 signal when the target/standard stimulus differentiation was based
solely on the gender of the speaker.

Audio stimulus

The audio stimulus stream was based on two speech samples from the TIMIT
database [33], one of a male speaker, and the other of a female speaker, both
saying the sentence, “She had your dark suit in greasy wash water all year.”
The audio stimulus stream was constructed as repetitions of the male and
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female speaker utterances of the word “dark” that was extracted from the
sentences. Each stimulus had a duration of 227 ms with an interstimulus
interval (ISI) of 500 ms, for a total stimulus period of 727 ms, as shown in
Fig. 6.

Fig. 6. (Top panel) Diagram showing a portion of a stimulus presentation stream to
demonstrate the oddball presentation paradigm. In this example the target condition
is the female voice, therefore, this stimulus is presented infrequently relative to the
male voice. The blue signal shown here is the audio stimulus presented to the user,
whereas the green signal is the control signal used to identify each stimulus. Note,
the red boxes partition individual sequences, which comprise one target stimulus
and 5 to 8 standard stimuli. (Bottom panel) Diagram showing the timing intervals
for an individual stimulus presentation. The blue signal shown here is the audio
stimulus presented to the user, whereas the green signal is the control signal used
to identify this specific stimulus.

For experimental runs where the target stimulus was the male voice, the
audio stream consisted of sequences of 5 to 8 repetitions of the female speaker’s
utterance of “dark,” with each sequence terminated by a single male speaker
utterance of the word. This pattern was inverted for runs where the target
stimulus was the female voice. The number of standard stimulus repetitions in
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a sequence was variable and random between 5 and 8, in order to increase the
surprise facet of the P300 response, while maintaining the odd-ball paradigm.

EEG data

One second of EEG data was recorded simultaneously with the presentation of
each stimulus. Each of these 1 second EEG epochs was labelled as belonging
to either the “target” or “standard” class, according to the stimulus type
that produced it. After filtering, artifact rejection and feature extraction, the
collection of EEG epochs was divided into training and test sets; the training
set was used to train the SVM, and the test set was used to quantify how
accurately the trained SVM could distinguish a target-evoked EEG epoch
from a standard one.

Recording session details

Data was collected during 6 separate recording sessions, which spanned the
course of approximately 1 month. The breakdown of a recording session is
shown in Fig. 7. Each recording session was broken into several “runs” that
each lasted from 1.8 to 3.3 minutes, with a 2 minute break between runs. For
any given run, the subject was presented with several sequences of varying
length that were each terminated by the target stimulus. The subject was
instructed to attend to the run’s particular target stimulus.

Fig. 7. Diagram showing terms as referred to in the text. For this experiment 6
recording sessions were performed. Each recording session comprises N runs. Each
run comprises 25 sequences. Each sequence comprises 5 to 8 standard stimuli presen-
tations followed by 1 target stimulus presentation. The subject is given no indication
about when a sequence begins or ends.
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Fig. 8. Measurement results for two-speaker/single word speech experiment. The
accuracy of the P300 detection algorithm is measured as the area under the receiver
operator characteristic curve (AUROC). The EEG epochs that correspond to a
particular stimulus type (that is, a particular speaker) are time-aligned and averaged
before being input to the classifier. The EEG data used to train and test the classifier
were collected from the same recording sessions. Each trial is 6 to 9 seconds long.

Results

Figure 8 shows the AUROC numbers achieved by the SVM when it was tested
and trained on data from the same recording sessions. The SVM’s ability to
classify a single epoch improved from 0.79 to 0.86 when data was taken from 5
versus only 1 electrode. Averaging also improved the performance of the SVM:
by averaging 5 or more EEG epochs, the classification accuracy increased to
0.97 or better, using data from either 1 (af4) or 5 electrodes. To assess the
long-term robustness of the classifier, the SVM was also tested on data from
a recording session that was different from the one on which it was trained.
As Fig. 9 shows, the accuracy of the classifier changed only by a few percent,
relative to test data from the same recording session.

4.3 Experiment 2: Two-speaker/streaming speech discrimination

Similar to Experiment 1, the purpose of this experiment was to study if it
was possible to generate a P300 response when the target/standard stimulus
differentiation was based on the gender of the speaker. In this experiment,
however, the stimulus was not a single, repeated word, but instead an open
set of words that would be encountered in natural speech.
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Fig. 9. Measurement results for two-speaker/single word speech experiment, time-
aligned and averaged for all EEG epochs of the same stimulus type. The EEG data
used to train and test the classifier were collected from different recording sessions.

Audio stimulus

The audio stimulus stream was created from two public speeches, one female
[34] and the other male [35]. The audio stimulus stream was constructed by
alternating between one speech and the other, to simulate the scan mode
scenario where the directional microphones are continually switching focus
between two simultaneous speakers. For experimental runs where the target
stimulus was the female voice, the audio stream consisted of strings of length
5 to 8 seconds of the male speaker’s speech, with each string separated by a
1 second chunk of the female speaker’s speech. The pattern was inverted for
runs where the target stimulus was the male voice. The length of the standard
string was variable and random between 5 and 8 seconds, in order to increase
the surprise facet of the P300 response.

EEG data

The first one second of EEG data that followed the presentation of each stim-
ulus was recorded and labeled as either “target” or “standard,” according to
the stimulus type that produced it. After preprocessing, the EEG epochs were
used as training and test sets for the SVM, as was done in Experiment 1.

Recording session details

Data was collected during 3 recording sessions, the breakdown of which is
shown in Fig. 11.
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Fig. 10. Generation of audio stimulus stream for two-speaker/streaming speech
experiment, where the female voice is the target stimulus. The standard stimulus
(male voice) is modulated with a high duty cycle pulse train; the target stimulus
(female voice) is modulated with the complementary pulse train. The audio stimulus
stream is output as the combination these two modulated signals.

Fig. 11. Diagram showing terms as referred to in the text. For this experiment 3
recording sessions were performed. Each recording session comprises N runs. Each
run comprises 25 sequences. Each sequence comprises one standard stimulus stream
presentation lasting 5-8 s followed by one target stimulus stream presentation lasting
1 s.

Results

As with Experiment 1, Figs. 12 and 13 show that the SVM accuracy increases
with number of electrodes used and number of averages taken. Using EEG
data from a single electrode (af4), and averaging over 2 epochs, the SVM
accuracy is 0.75. When EEG data is taken from 5 electrodes and averaged over
5 or more epochs, the accuracy increases to over 0.95. Also, the classification
accuracy drops only slightly when the SVM is trained and then tested with
data from a different recording session.
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Fig. 12. Measurement results for two-speaker/streaming speech experiment. The
accuracy of the P300 detection algorithm is measured as the area under the receiver
operator characteristic curve (AUROC). The EEG epochs that correspond to a
particular stimulus type (that is, a particular speaker) are time-aligned and averaged
before being input to the classifier. The EEG data used to train and test the classifier
were collected from the same recording sessions. Each trial is 6 to 9 seconds long.
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Fig. 13. Measurement results for two-speaker/streaming speech experiment, time-
aligned and averaged for all EEG epochs of the same stimulus type. The EEG data
used to train and test the classifier were collected from different recording sessions.
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4.4 Experiment 3: Multi speaker/streaming speech discrimination

The third experiment was a preliminary study of the feasibility of eliciting a
P300 response from a target voice among several different possible voices. This
scenario represents the actual use case of the hybrid brain/machine auditory
system for a hearing aid system.

Audio stimulus

The audio stimulus stream was based on the speech samples of 6 unique speak-
ers (3 male, 3 female) from the TIMIT database. For each speaker, a single,
continuous “speech” was created by arbitrarily ordering and concatenating
all of the sentences that he/she had recorded. The audio stimulus stream was
constructed by alternating between each of the “speeches” for durations of 1.5
seconds, each followed by 1.5 seconds of silence (the interstimulus interval).
The ordering of speakers was random within a sequence and varied between
sequences, with the same speaker never appearing twice in a row. The voice
of one specific speaker, denoted as s2, was designated the target stimulus; the
subject was asked to keep count of how many times the voice of speaker s2
was heard.

EEG data

The first 3 seconds of EEG data that followed the presentation of each stim-
ulus was recorded and labeled as either target or standard, according to the
stimulus type that produced it. After preprocessing, the EEG epochs were
separated and used as training and test sets for the SVM, as was done in the
previous two experiments.

Recording session details

Data was collected in a single recording session, during which a total of 220
stimuli sequences were presented (see Fig. 14). During each sequence, 5 stan-
dard stimuli were presented and one target stimulus was presented, all in a
random order. The subject did not receive any cues about the start or stop
time of the sequences.

Results

Figures 15 and 16 show averaged EEG responses to the six stimuli, measured
at the f3 and f4 locations, respectively. A clear P300 signal is visible for the
response to the target stimulus, speaker s2. Figure 17 is an alternative way of
visualizing the EEG data. It is a scatter plot of the three most discriminative
features of a typical subset of the measured EEG responses. These three fea-
tures were the ones found to have the highest r2 values. As the scatter plot
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Fig. 14. Diagram showing recording procedure details. For this experiment, 1
recording sessions was performed, comprising 10 runs. Each run comprises 20 se-
quences, and each sequence comprises one standard stimulus stream presentation
lasting 3-15 s followed by one target stimulus stream presentation lasting 3 s.

−0.5 0 0.5 1 1.5 2 2.5 3
−0.4

−0.3

−0.2

−0.1

0

0.1

0.2

0.3

0.4

0.5

0.6
F3 

am
pl

itu
de

 (
A

.U
.)

time (ms)

 

 

s1
s2 (tgt)
s3
s4
s5
s6

Fig. 15. Measurement results of the f3 EEG channel response for the multi speaker
experiment, averaged across all trials for each of the six stimuli. The target stimulus
is the voice of speaker s2.

shows, the EEG responses cluster into two distinct groups, representing the
target and standard classes. The plot also shows that two of the features, F41

and F42 – corresponding to the amplitude of the f4 channel, 0.97 and 1.06
seconds, respectively, after stimulus presentation – are highly linearly-related,
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Fig. 16. Measurement results of the f4 EEG channel response for the multi speaker
experiment, averaged across all trials for each of the six stimuli. The target stimulus
is the voice of speaker s2.

implying that one does not carry much extra information in the presence of
the other.

Given the redundancy of the F42 feature, we defined a new feature as
the difference in amplitude of time points t = 2 s and t = 0.5 s in the f4
channel. This new feature makes use of the trough that occurs during the
silent interstimulus period following a target stimulus presentation, as can be
seen in Figs. 15 and 16. Figure 18 shows the classification accuracy results
for both single (f4) and multiple electrode data. Multiple electrode accuracy
was only negligibly better (AUROC= 0.715 for 3 trial averaging) than single
electrode accuracy (AUROC= 0.706 for 3 trial averaging).

5 Discussion

The experimental results show that our P300 detection algorithm can achieve
better than 70% accuracy, which makes it a feasible approach for the proposed
brain-controlled hearing aid [36]. However, the results also highlight some
challenges that will have to be addressed before the approach can be used in
a practical system.

While the minimally-obtrusive single electrode system comes with the at-
tendant cost of degraded performance (as expected), it still achieves fairly high
accuracy, which could potentially be improved with better electrode place-
ment and better instrumentation. The P300 signal propagates with increasing
amplitude from the frontal to the parietal scalp [37], but a single electrode
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Fig. 17. Measurement results showing the three most discriminating (highest r2

values) features that were extracted for the multi-speaker/streaming speech experi-
ment. The feature labelled F3 corresponds to the amplitude of the f3 channel 1.19
seconds after stimulus presentation. Also, the F41 and F42 features correspond to
the amplitude of the f4 channel, 0.968 and 1.06 seconds, respectively, after stimulus
presentation. The ellipsoids highlight the approximate clustering of the P300 epochs
(red diamonds) and the standard stimulus epochs (green dots).

BCI cannot take advantage of this spatio-temporal information. Instead, it
must rely on single-site P300 data, which comprises some sub-components
with fairly small amplitudes and poor SNR [38]. This is particularly crucial
if the electrode is not placed on the midline, where the P300 signal is largest
[37]. Future studies to optimize the position of the recording site, as well as
custom-designed electronics that are more sensitive to small EEG signals, are
warranted.

From the results of Fig. 18, two to three trial averaging is probably neces-
sary to obtain reliable P300 detection. This means that a six-direction scan,
with a 1 second stimulus period, would take at least 12 seconds to lock onto a
target. This is significantly longer than the 5 second latency that users would
find acceptable [39]. Multi-trial averaging produces better results because it
improves the SNR of the EEG data. To avoid averaging and its associated la-
tency, yet maintain a useable amount of SNR, a more practical system should
incorporate noise-suppression algorithms like blind source separation; single-
channel versions of these algorithms have been described in [40], [41]. Also,
experimentation with shorter stimulus durations and inter stimulus intervals
might help to improve the system’s latency.

One limitation of our experiments is that they do not include hearing-
impaired subjects. However, other researchers have demonstrated that auditory-
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Fig. 18. Measurement results for multi-speaker/streaming speech experiment, show-
ing AUROC for P300 classification task. For 5 electrode classification, five features
were used, each taken as the amplitude of the time points with the highest r2 value
for EEG channels f3, f4 and af3 respectively. For 1 electrode classification, the
three features used were the two features in channel f4 with the highest r2 values,
as well as the difference in amplitude of the f4 channel between time points t = 2 s
and t = 0.5 s. Each trial is 6 to 18 seconds long.

evoked EEG responses can be elicited from hearing-impaired listeners [26],
[42], and used in a simple kind of BCI. These earlier works suggest that
hearing-impaired listeners can effectively use our BCI, although future exper-
iments will be needed to concretely evaluate our approach.

6 Conclusion

In this chapter, we have introduced a hybrid brain-machine system for au-
ditory scene analysis that is based on a P300 brain computer interface, and
which relies on an open set of natural, auditory stimuli. The preliminary ex-
periments that we performed have yielded promising results, and suggest that
the idea is indeed feasibile. The work has also highlighted several interesting
areas for further exploration and improvement.
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