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Abstract— This paper discusses the design challenges
that must be met by an audio sensor interface for use in a
wearable cough monitoring device. In particular, the paper
considers the issues of privacy, power consumption, reliable
data collection, and patient identification. A nonlinear,
reconfigurable architecture for the audio sensor interface
is proposed to address some of these challenges. The new
architecture is validated with simulation and measurement
results.

I. INTRODUCTION

A cough is the most common condition that results
in a visit to the physician [1]. Often, coughs are benign
and self-limiting, ceasing after only a few weeks. On the
other hand, a cough can be a sign of exacerbations of a
chronic respiratory disease [2].

If coughs could be remotely monitored, it would
unburden the hospitals, empower patients to self-manage
their health, and also provide early detection of serious
disease, thus improving health outcomes. Unfortunately,
monitoring systems that rely on manual, self-reporting
are impractical, as patients do not record data very
reliably. This has generated interest in automated cough
monitoring devices [3], [4], [5]. Of these, the most
promising devices are based on digitally classifying
vocal sounds, recorded on or near the patient, as cough
or non-cough.

II. WEARABLE AUDIO SENSOR CHALLENGES

Currently automated cough monitoring devices face
limitations related to obtrusiveness, privacy, data quality
and patient identification.

Obtrusiveness. Cough monitoring devices rely on
audio sensors that are always on, which normally im-
plies that they consume a lot of power. High power
consumption would require either a large battery pack,
or the need to frequently recharge the device. Neither
of these options is very attractive for a smart, connected
health care device. A large battery pack is physically
obtrusive, potentially causing discomfort, obstruction or
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Fig. 1: (a) Conceptual illustration of a cough-monitoring
device. The device will be small and unobtrusive, similar to
a bandaid, and attached to the patient’s chest (b) Conceptual
user interface for monitoring cough, displayed for example on
the patient’s phone.

aesthetic incongruency [6]. On the other hand, the need
for frequent recharging is obtrusive in terms of routine
and usability, since it requires the patient to exert time
and effort on a set of adopted new rituals [6].

Privacy. Always-on audio sensors present a privacy
risk, as patients’ private conversations might be inad-
vertently recorded. So far, researchers have addressed
this problem by discarding or disguising speech after
it has been detected by the digital signal processor
in the cough-monitoring device [7]. Unfortunately, any
connected device is vulnerable to malicious attack, and
a third party could potentially access the speech data
(e.g. by taking control of the audio sensor) before it is
protected by the digital signal processor.

Reliable data collection. Contact microphones that
are placed on the user’s chest are attractive for per-
forming cough monitoring because they are robust to
environmental noise. Unfortunately, the user’s natural
movements can produce motion artifacts that corrupt the
contact microphone signal, or dislodge it altogether [8].
Adaptive filtering with an accelerometer has been used
to recover signals in ambulatory EEG and ECG applica-
tions, and this method could be useful for recovering a
contact microphone signal, too. However, current cough-



monitoring devices have no way of telling whether or
not the microphone has been dislodged, meaning that
reliable data collection is not guaranteed.

Patient identification. For a cough-monitoring device
to be practical, it must somehow establish the identity
of the patient in question. Passwords are undesirable,
because they can be lost or stolen, and their manual input
is obtrusive to the patient [6]. Biometrics are an attractive
solution, as they can automatically and unobtrusively
identify the patient. The challenge of performing bio-
metric identification in current cough-monitoring devices
is that they would require extra sensors and power
consumption.

III. PROPOSED SOLUTION: A RECONFIGURABLE
NONLINEAR ANALOG FRONT END

To address the challenges described above, we are
exploring a novel analog front end that makes use of
nonlinear signal processing and circuit reconfigurability
(see Fig. 2). Low power consumption is achieved via
bandwidth adaptation; contact quality is monitored by
performing continual respiration signal detection; pri-
vacy is maintained by shutting off the sensor whenever
voice is detected; and biometric signals are measured by
dynamically reconfiguring the analog ciruitry.
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Fig. 2: Block diagram of the proposed nonlinear analog front
end. The reconfigurable preamplifier (RPA) can measure one of
three types of signals (heart, respiratory/chest, lung), depending
on the selected mode. The respiration monitor sets a failure
flag if it is engaged and does not detect a respiratory signal.
The voice detection module disables the ADC if it detects
speech in the input signal. Also, the bandwidth extractor adjusts
the power consumption of the RPA and ADC to match the
bandwidth of the input signal.

A. Bandwidth adaptation

In [9], we introduced a bandwidth-adaptive AFE,
which automatically adjusts its power consumption ac-
cording to the bandwidth of the input signal. The im-
plementation that we described was based on a 16-
channel bank of filters, envelope detectors and com-
parators. These extra components took up 60% of the
circuit area and consumed 20% of the power budget.
We are designing a new bandwidth-adaptive audio AFE
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Fig. 3: Simplified schematic of the AFE primary processing
chain (preamplifier, anti-aliasing filter, ADC) and the band-
width extractor, shown enclosed by dashed box.
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Fig. 4: Simulation results showing bandwidth-adaptative power
consumption.

that is significantly more power- and area-efficient than
previously implemented.

The basic idea of the new bandwidth-adaptive scheme
is as follows. The AFE will adapt its bandwidth so that
it is processing only some percentile (e.g. 98%) of the
total signal energy present at any given time.

As shown in Fig. 3, this new scheme requires only one
filter and envelope detector in the bandwidth extractor.
Compared to the previous version that required 16 chan-
nels, the new scheme should use only a fraction of the
power and area resources. Instead of a comparator, the
bandwidth extractor of Fig. 3 is based on an operational
amplifier, which establishes a negative feedback loop
around the anti-aliasing filter. The negative feedback
forces the ADC input signal energy to be some per-
centile, α, of the total input signal energy. To achieve
this, the cutoff frequency of the anti-aliasing filter is
continually adjusted.

The noise power spectral density of the preamplifier,
as well as the sample rate of the ADC, can be varied in
concert with the varying bandwidth of the anti-aliasing
filter. As the simulation results of Fig. 4 show, this
new scheme is a viable approach for saving power and
maintaining high classifier performance.
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Fig. 5: (a) Low power nonlinear adaptive filter that automatically tunes its passband to correspond to the respiratory rate. The
error term Vx−Vu is minimized when the center frequency (controlled by Vω) corresponds to the dominant frequency component
of the input signal, Vu. (b) Simulation results of the nonlinear adaptive filter: 0 dB SNR input signal that changes its dominant
frequency component from 0.18 Hz 0.36 Hz at 40 s (upper panel); center frequency of the adaptive filter, listed in breaths per
minute (middle panel); noise-free output of the adaptive filter (lower panel).

B. Respiration signal detection

In order to separate the respiratory signal from in-
terfering noise, a nonlinear adaptive filter can be used,
which automatically tunes its passband to correspond to
the respiratory rate.

The idea behind the self-tuning filter is that the input
signal can be estimated by a single tone, as long as the
frequency of this tone corresponds to the input signal’s
dominant frequency component. The difference between
the estimating tone and the input signal is an error term,
which the filter attempts to minimize. The strength of
this self-tuning filter is that it has an essentially infinite
basin of attraction (as opposed to a phase-locked-loop
scheme, which would have a limited capture range)[10].

As Fig. 5 (b) shows, the filter adapts its passband
until the error term is minimized. Error minimization is
achieved when the filter passband has adapted to match
the dominant frequency component of the respiratory
signal. Once adaptation is complete, the output of the
filter is a relatively noise-free version of the respiratory
signal.

C. Analog voice detection

In order to maintain patient privacy, the voice detec-
tion will be performed by a nonlinear analog circuit,
before the signal is transferred into the digital domain.
The nonlinear circuit is based on the same principles as
that of the self-tuning filter for respiratory monitoring. If
there is prominent harmonic content in the input signal
due to a vowel sound, then it can be estimated by a multi-

tone signal, as long as the tone frequencies correspond
to the input signal’s harmonic frequencies.

As Fig. 6 shows, a self-tuning multi-band filter at-
tempts to adapt its passband frequencies to correspond to
the dominant frequency components of the input signal.
The passband frequencies of the filter are constrained to
be harmonics of each other.

The short-term variance of its passband frequencies
will be used to determine whether or not the self-
tuning filter has converged to a solution. If the filter
has converged (i.e. if the passband frequencies are fairly
constant, exhibiting only low variance), then it means
that there is harmonic content in the signal, which
implies the presence of speech. If the filter does not
converge, then it means that there is no harmonic content
in the signal. Figure 6 shows how this scheme is able to
distinguish voiced speech from other vocal sounds.

D. Reconfigurable AFE

To measure biometric data, our proposed sensor
should be able to process signals that originate from
chest motion due to breathing, heart sounds and lung
sounds. These three signals require AFEs with very dif-
ferent amplitude/frequency performance specifications.
A reconfigurable AFE will be used to meet these dif-
ferent specifications.

For the lung sounds, the AFE frequency range is
100 Hz to 10 kHz, with a gain of 40 dB. To capture
the spectral peaks of the S1 and S2 heart sounds, the
AFE must be configured for a passband of 10 Hz to
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Fig. 6: (a) Simulation results for cough input signal: spectrogram (upper panel); non-convergence of center frequency (middle
panel); time series of the input signal, along with the classifier output, shown as the solid line (lower panel). Notice that the
classifier output remains at −1, indicating no voice activity detected. (b) Simulation results for speech input signal: spectrogram
(upper panel); convergence of center frequency (middle panel); time series of the input signal, along with the classifier output,
shown as the solid line (lower panel). Notice that the classifier output correctly indicates 1 (voice detected) or −1 (no voice
detected) for a majority of the time series.

40 Hz, with a 40 dB gain. The chest movement due
to respiration, on the other hand, has a frequency of
less than 3 Hz. Also, chest movement is so large that
any amplification would saturate the processing chain.
To measure the respiration signal, we configure the
preamplifier as a buffer with a pseudo-floating gate. The
DC level of the floating gate is set with an adaptive
element that balances tunneling current and hot-electron
injection to achieve the desired input common mode.
This scheme is similar to the programming method that
we described in [11], and it avoids the use of large off-
chip capacitors.

IV. CONCLUSION

In the cough monitoring concept presented here, we
address the challenges of a practical wearable device
by implementing signal processing algorithms within the
sensor interface circuitry. As our results so far suggest,
this approach will lead to efficient, high quality data
collection.
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